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Finding something interesting in images

 What is characteristic on an image? What

would allow us to track the same image

feature from different perspectives?
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Searching Image Patches

 Do we have to track the whole image?

 Tracking some small image subsets may be sufficient given that they can be tracked

consistently.

 What to track? Some patches are easier to track than others.



Searching Image Patches

 Why local features?

 Locality: features are local, so robust to occlusion and clutter

 Distinctiveness: can differentiate a large database of objects

 Quantity: hundreds or thousands in a single image

 Efficiency: real-time performance achievable

 Generality: exploit different types of features in different situations



Searching Image Patches

 Tracking some small image subsets may be sufficient given that they can be tracked

consistently.

 What to track? Some patches are easier to track than others.



Searching Image Patches

 What is characteristic on an image? What would allow us to track the same image

feature from different perspectives?

 What is a good metric for how characteristic an image patch is?



What about edges?

 Edges can be invariant to brightness changes but typically not invariant to other

transformations



Corner Detection

 What is special with corners?



Corner Detection

 What is special with corners?

 A corner is the intersection of two edges, it represents a point in which the directions of these

two edges change. Hence, the gradient of the image (in both directions) have a high

variation, which can be used to detect it.



Corner Detection

 How can we conduct corner detection?

 Consider a grayscale image 𝑰

 Sweep a window 𝑤(𝑥, 𝑦) (with displacements 𝑢 in the 𝑥 direction and 𝑣 in the 𝑦 direction) in

𝐼 and we will calculate the variation of intensity

 Where 𝑤(𝑥, 𝑦) is the window at position (𝑥, 𝑦), 𝐼(𝑥, 𝑦) is the intensity at (𝑥, 𝑦), 𝐼(𝑥 + 𝑢, 𝑦 + 𝑣) is the intensity at
the moved window (𝑥 + 𝑢, 𝑦 + 𝑣)

 Since we are looking for windows with corners, we are looking for windows with a large variation in
intensity. Hence, we have to maximize the equation above, specifically the term:



Corner Detection

 Using Taylor expansion

 Expanding:

 Which can be expressed in matrix form

 Denoting:



Corner Detection

 Then the equation takes the form:

 A score is calculated for each window, to determine if it can possibly contain a corner:

 Where

 a window with a score R greater than a certain value is considered a “corner”



Corner Detection

 Example:



Corner Detection

 Essentially:

 For all pixels, computer corner strength

 Non-maximal suppression

 (e.g. sort by strength, strong corner suppresses weaker corners in circle of radius r)

Strongest points Non-maximal suppression



Something you often do: panorama

How does this work? Can we get a 3D model in a similar concept? 



How to build a panorama

 We need to match (align) images

 Global methods sensitive to occlusion, lighting, parallax effects

 How would you do it?



How to build a panorama

 Detect features in both images
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 Find corresponding pairs

 Use these points to align the images



How to build a panorama

 Challenge 1: we need to detect the same point independently within both

images.



How to build a panorama

 Challenge 1: we need to detect the same point independently within both

images.

 Challenge 2: For each point correctly recognize the corresponding one.



Ideal Feature Detector

 Always finds the same point of an object, regardless of changes to the

image.

 Insensitive (invariant) to changes in:

 Scale

 Lighting

 Perspective Imaging

 Partial Occlussion
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Harris Corner Detector

 Is it rotation invariant?
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Harris Corner Detector

 Is it rotation invariant?

 Remember:

 Ellipse rotates but its shape (i.e. eigenvalues) remains the same

 Corner response R is invariant to rotation



Harris Corner Detector

 Invariance to Intensity Change?



Harris Corner Detector

 Invariance to Intensity Change?

 Partial invariance to additive and multiplicative intensity changes

 As only derivatives are used, invariance to intensity shift is provided:

 Intensity scale:

 Because of mixed intensity threshold on local maxima, only partial invariance.



Harris Corner Detector

 Invariance to Scaling?



Harris Corner Detector

 Invariance to Scaling?

All points are 

classified as 

edges
All points are 

classified as a 

corner



Difference of Gaussians (DoG)

 Alternative corner detector that is also invariant to scale change

 Approach:

 Run linear filter (diff. of two Gaussians, 𝜎1 = 2𝜎2)

 Do this at different scales

 Search for a maximum both in space and in scale



Difference of Gaussians (DoG)

 The Difference of Gaussians is a feature enhancement algorithm that involves the

subtraction of one blurred version of an original image from another, less blurred version

of the original.

 In the simple case of grayscale images, the blurred images are obtained by convolving

the original grayscale images with Gaussian kernels having differing standard deviations.

 Blurring an image using a Gaussian kernel suppresses only high-frequency spatial

information.

 Subtracting one image from the other preserves spatial information that lies between the

range of frequencies that are preserved in the two blurred images.

 Thus, the difference of Gaussians is a band-pass filter that discards all but a handful of

spatial frequencies that are present in the original grayscale image.



Difference of Gaussians (DoG)

 We can't use the same window to detect keypoints with different scale.

 To detect larger corners we need larger windows.

 Use of scale-space filtering is used



Difference of Gaussians (DoG)

 Scale-space filtering

 Laplacian of Gaussian (LoG) is found for the image with various σ values. LoG acts as a blob

detector which detects blobs in various sizes due to change in σ

 σ acts as a scaling parameter

 For computational aspects, instead of LoG we use DoG



Difference of Gaussians (DoG)

 DoG is obtained as the difference of Gaussian blurring of an image with two different

σ, let it be σ and kσ.

 This process is done for different octaves of the image in Gaussian Pyramid



Difference of Gaussians (DoG)

 DoG is obtained as the difference of

Gaussian blurring of an image with two

different 𝜎, let it be σ and 𝑘𝜎.

 This process is done for different octaves of

the image in Gaussian Pyramid



Difference of Gaussians (DoG)

 Once this DoG are found, images are

searched for local extrema over scale and

space.

 e.g.: one pixel in an image is compared with

its 8 neighbours as well as 9 pixels in next

scale and 9 pixels in previous scales.

 If it is a local extrema, it is a potential

keypoint. It basically means that this

keypoint is best represented in that scale.



Example of DoG



SIFT Detector

 Search for local maximum in space and scale.

 Corner detections are invariant to scale change,



SIFT Detector

 Detect maxima in scale-space

 Non-maximum suppression

 Eliminate edge points (check ratio of Eigenvalues)

 For each maximum, fit quadratic function and compute center at sub-pixel

accuracy



Example

 Input image 233x189 pixel

 832 candidates DoG minima/maxima (visualization indicate scale, orientation and

location)

 536 keypoints remain after thresholding on minimum contrast and principal

curvature



Feature Matching

 Challenge 1: we need to detect the same point independently within both

images.

 Challenge 2: For each point correctly recognize the corresponding one.



Next: SIFT Feature Extraction & Matching

Before that some examples

1. Common points of interest on images: https://github.com/unr-

arl/autonomous_mobile_robot_design_course/tree/master/matlab

/image-processing/images-common-points-of-interest

2. Feature matching: https://github.com/unr-

arl/autonomous_mobile_robot_design_course/tree/master/matlab

/image-processing/feature-matching

3. Object detection: https://github.com/unr-

arl/autonomous_mobile_robot_design_course/tree/master/matlab

/image-processing/object_detection

https://github.com/unr-arl/autonomous_mobile_robot_design_course/tree/master/matlab/image-processing/images-common-points-of-interest
https://github.com/unr-arl/autonomous_mobile_robot_design_course/tree/master/matlab/image-processing/feature-matching
https://github.com/unr-arl/autonomous_mobile_robot_design_course/tree/master/matlab/image-processing/object_detection


Code Examples and Tasks

 Feature detection and matching & application to SLAM

 https://github.com/unr-

arl/autonomous_mobile_robot_design_course/tree/master/matlab

/image-processing

 https://github.com/unr-

arl/autonomous_mobile_robot_design_course/tree/master/matlab

/localization-mapping

https://github.com/unr-arl/autonomous_mobile_robot_design_course/tree/master/matlab/image-processing
https://github.com/unr-arl/autonomous_mobile_robot_design_course/tree/master/matlab/localization-mapping


How does this apply to my project?

 Enable camera-based localization and mapping

 Detect objects and areas of interest

 Track areas and objects of interest



Find out more

 https://en.wikipedia.org/wiki/Feature_(computer_vision)

 http://docs.opencv.org/trunk/index.html

 http://docs.opencv.org/trunk/da/df5/tutorial_py_sift_intro.html

 http://aishack.in/tutorials/sift-scale-invariant-feature-transform-introduction/

 https://en.wikipedia.org/wiki/Scale-invariant_feature_transform

 http://www.inf.fu-berlin.de/lehre/SS09/CV/uebungen/uebung09/SIFT.pdf

 http://crcv.ucf.edu/REU/2013/p2_SIFT.pdf

http://docs.opencv.org/trunk/index.html
http://docs.opencv.org/trunk/index.html
http://docs.opencv.org/trunk/da/df5/tutorial_py_sift_intro.html
http://aishack.in/tutorials/sift-scale-invariant-feature-transform-introduction/
https://en.wikipedia.org/wiki/Scale-invariant_feature_transform
http://www.inf.fu-berlin.de/lehre/SS09/CV/uebungen/uebung09/SIFT.pdf
http://crcv.ucf.edu/REU/2013/p2_SIFT.pdf


Thank you! 
Please ask your question!


